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Main Sources
Machine learning for physicists, Florian Marquardt. Online lectures, lecture notes and slides, 
Jupyter notebooks, and a lot of information on the Web site.

Machine Learning and Deep Learning, Lara Lloret Iglesias, INFIERI School 2019, Wuhan. 
Introductory lecture and astrophysics lab.

AstroML: Machine Learning and Data Mining for Astronomy. Python package with textbook, user 
guide, Jupyter notebooks and a lot of information on the Web site.

Aurélien Géron, Hands-On Machine Learning with Scikit-Learn, Keras, and TensorFlow, 2nd 
Edition, uses TensorFlow 2. This is my preferred textbook, very detailed and up-to-date. Jupyter 
notebooks
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https://machine-learning-for-physicists.org/
https://indico.cern.ch/event/683620/contributions/3396047/attachments/1849377/3035508/InfieriSchool-Wuhan2019.pdf
https://indico.cern.ch/event/683620/
http://www.astroml.org/
https://www.oreilly.com/library/view/hands-on-machine-learning/9781492032632/
https://github.com/ageron/handson-ml2
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Machine Learning (ML)
[Machine Learning is the] field of study that 
gives computers the ability to learn without 
being explicitly programmed.

— Arthur Samuel (1959).

A computer program is said to learn from 
experience E with respect to some task T and 
some performance measure P, if its 
performance on T, as measured by P, improves 
with experience E.

—Tom Mitchell (1997).

ML is part of the broader field of Artificial 
Intelligence (AI).

Examples (Andrew Ng):

Database mining
Large datasets from growth of automation/web. 

E.g., Web click data, medical records, biology, 
engineering

Applications can’t program by hand. 
E.g., Autonomous helicopter, handwriting 
recognition, most of Natural Language Processing 
(NLP), Computer Vision.

Self-customizing programs 
E.g., Amazon, Netflix product recommendations -
Understanding human learning (brain, real AI). 
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https://en.wikipedia.org/wiki/Arthur_Samuel
https://www.cs.cmu.edu/~tom/mlbook.html
https://www.javatpoint.com/difference-between-artificial-intelligence-and-machine-learning
https://en.wikipedia.org/wiki/Artificial_intelligence
https://www.coursera.org/learn/machine-learning/home/welcome
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Some examples of ML applications
General applications (J. Brownlee)

1. Colorization of Black and White Images.

2. Adding Sounds To Silent Movies.

3. Automatic Machine Translation.

4. Object Classification in Photographs.

5. Automatic Handwriting Generation.

6. Character Text Generation.

7. Image Caption Generation.

8. Automatic Game Playing.

Physics (see Carleo Giuseppe et al.: Machine 
learning and the physical sciences)

1. Predict properties of materials 

2. Classify phases of matter represent 

3. Quantum wave functions 

Particle physics

1. Particle identification

2. Event selection

3. Jet identification

4. Detection of neutrino interaction
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https://machinelearningmastery.com/inspirational-applications-deep-learning/
https://doi.org/10.1103/RevModPhys.91.045002


Examples of ML in Cosmology and 
Astronomy

COSMOLOGY

1. Photometric redshift

2. Gravitational lens finding and parameter 
estimation

3. Prediction of  fundamental cosmological 
parameters based on the dark matter spatial 
distribution

4. Estimate of the mass of galaxy clusters

ASTRONOMY

From the http://www.astroml.org/ textbook

1. Find clusters of galaxies

2. Identify and quantitatively describe clusters of 
sources in the multidimensional color space

3. Find self-similar classes of spectra

4. Estimate temperature using only photometric 
measurements

5. Separate quasars from stars

6. Find variable objects, identify periodic light curves, 
and classify sources
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http://www.astroml.org/


Taxonomy of Machine Learning(J.Aron)
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https://hermit-notebook.site/en/notebook/computer-sciences/artificial-intelligence/machine-learning/taxonomy-of-machine-learning/


Taxonomy of Machine Learning

SUPERVISED
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UNSUPERVISED

REINFORCEMENT

Patrick R. Nicolas

https://www.packtpub.com/big-data-and-business-intelligence/scala-machine-learning-second-edition


Global approach for supervised ML

Select
◦ Functional space F = { f (x, w) } 

◦ Constrains C

◦ Loss function L in case of wrong choice

Metod

Find f (x,w*) minimizing the empirical risk R(w) with 
constrains C(w)

𝑅 𝑓! =
"

#
∑
$%"

# 𝐿(𝑦$ , 𝑓(𝑥$ , 𝑤))

Occam razor – select the “simplest” function => scan from 
simpler to more complex functions or use regularization.

w are function’s parameters

f (x, w*)
C(w)

F
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Loss Functions: Examples
Regression

◦ The well-know square of deviations between the predicted !𝑦! and actual 𝑦! values: !𝑦! − 𝑦! "

◦ Log-likelihood function: −ln(𝑝 !𝑦! 𝑦! ), where p is the probability to obtain result !𝑦! and when the 
actual value is 𝑦!

◦ Huber Loss (1964) in case of outliers: ) #

"
!𝑦! − 𝑦! ", 𝑖𝑓 !𝑦! − 𝑦! ≤ 𝛿𝛿 !𝑦! − 𝑦! − #

"
𝛿 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

Classification: the output value indicates the probability to belong to the corresponding class

◦ Logistic regression – binary cross-entropy in case of single class: −y ln!𝑦 − 1 − 𝑦 ln 1 − !𝑦
◦ Cross-entropy for j classes: −∑$ 𝑦$ ln !𝑦$
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https://en.wikipedia.org/wiki/Likelihood_function
https://en.wikipedia.org/wiki/Huber_loss


Minimization: Gradient Descent (GD)

PETER.HRISTOV AT CERN.CH 12

Iterative procedure, Δ𝑤 = −𝜂 %&

%'
= −𝜂∇'𝑅,𝜂 – learning step (learning rate),

R – empirical risk (cost), the constrains C

are included via Lagrange multipliers

How do we use the training set?

Stochastic  GD: The parameters are updated for every sample. 

Fast, but can have convergence problems.

Mini-batch GD: The parameters are updated for each mini-batch. 

The number of samples in the batch is chosen by the user.

Batch GD: The parameters are updated after checking the full 

training set. Good convergence, but can be very slow. 



Faster Optimizers: Modified GD 
Momentum Optimization: reflects the previous gradients using momentum vector m.

m ← 𝛽𝑚 − 𝜂∇!𝑅,𝑤 ← 𝑤 +𝑚

Nesterov Accelerated Gradient: measures the gradient of the cost function not at the local position w
but slightly ahead in the direction of the momentum

m ← 𝛽𝑚 − 𝜂∇!𝑅(𝑤 + 𝛽𝑚),𝑤 ← 𝑤 +𝑚

AdaGrad: scaling down the gradient vector along the steepest dimensions

RMSProp: accumulating only the gradients from the most recent iterations via exponential decay

Adam: just like momentum optimization, it keeps track of an exponentially decaying average of past 
gradients; and just like RMSProp, it keeps track of an exponentially decaying average of past squared 
gradients

Nadam: Adam optimization plus the Nesterov trick
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Regularization
Automatic way to select only the “simplest” functions from a given class, or to favour functions with 
required properties. Typical implementation via additional term in the loss function

◦ Ridge-regression: additional penalty term −𝜆 𝑤 !
! that favours smaller values of the model parameters

◦ LASSO-regression (least absolute shrinkage and selection operator) with a penalty −𝜆 𝑤 " that brings 
“sparsity” of the parameters, some of them become zero

◦ Dropout: random selection of parameters that are not updated during the current iteration (“memory” about 
the previous iteration, model simplification)

◦ Batch normalization: standardize the inputs. For each dimension j use centred and scaled values 𝑥# ←
$!% $!

&!

Bayesian view of regularisation: the regularisation provides prior knowledge about the regression 
function

Linear algebra view: the regularisation shifts the small eigenvalues of the matrix to be inverted and 
reduces the effects of the random fluctuations

Net benefits: more stable results of the minimization procedure, avoids overfitting
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Training samples for supervised ML

SPLIT DATA

Example

◦ 60% for training (estimation of w*) ;

◦ 20% for validation of hyperparameters (external 
parameters related to the type of the function, 

the design of the neural network, the 
regularization, etc. ≠ w);

◦ 20% for performance testing.

Note: use random splits to avoid data artefacts 
(ordering, grouping, etc.)

CROSS-VALIDATION

Example: split the data set in 5 subsets

◦ Use subset 1-3 for training, 4 for validation, 5 for 
test;

◦ Training on 2-4, validation on 5, test on 1;

◦ Training on 3-5, validation on 1, test on 2, etc.

◦ Average the results of the iterations and 
calculate the empirical error

Advantage: better use of the available data 
set, error estimation.
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Error metrics for skewed classes (A. Ng) –
confusion matrix
Confusion matrix True

Positive P Negative N

Predicted Positive True positive

TP

False positive: Type I error

FP

Negative False negative: Type II error

FN

True negative

TN

Accuracy = (TP + TN)/(P +N)

Selectivity = TN/(TN + FP)

Precision (Efficiency) = TP/(TP + FP)

Recall (Sensitivity)= TP/(TP + FN)

Example: cancer diagnostics (very few people really have cancer)

Only if very confident – higher precision, lower recall

If we do not want to miss cases – lower precision, higher recall

F1 Score = 2 x Precision х Recall / (Precision + Recall), harmonic mean of Precision and Recall
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https://en.wikipedia.org/wiki/Confusion_matrix
https://en.wikipedia.org/wiki/Type_I_and_type_II_errors
https://en.wikipedia.org/wiki/Type_I_and_type_II_errors


Decision Trees and Ensemble Learning
Lectures (specific for particle physics):

Yann Coadou, ESIPAP 2019. 

◦ Machine learning

◦ Decision trees

Katherine Woodruff, FNAL 2017.

◦ Introduction to Boosted Decision Trees and 
Hands-On Tutorial

Books

Jason Brownlee, XGBoost With Python.

◦ Data

◦ Examples
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https://indico.cern.ch/event/782305/timetable/
https://indico.cern.ch/event/782305/timetable/
https://indico.fnal.gov/event/15356/
https://machinelearningmastery.com/xgboost-with-python/
https://github.com/jbrownlee/Datasets
https://github.com/rupskygill/ML-mastery


Decision tree

One of the first ML methods (end of 50-s), 
known in statistics as CART – Classification 
and regression tree, (Breiman et al., 1984)

Each split at a node is chosen to maximize 
information gain or minimize entropy 

◦ Information gain is the difference in entropy 
before and after the potential split 

◦ Entropy is max for a 50/50 split and min for a 
1/0 split 

The splits are created recursively 
◦ The process is repeated until some stop 

condition is met 

◦ Ex: depth of tree, no more information gain, 
etc... 

Leaf: 

Classification or 

Probability.

Continuous variable

leads to regression

tree

Node:

“best” variable 

and threshold

Branch:

Test result
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Example: Classification 

of iris flowers using the

length and width of petals



Optimal splitting in a node
Evaluation of purity:

◦ Maximal if the same number of S and B

◦ Symmetric wrt probabilities pS and pB

◦ Minimal if the node contains only one class

◦ Convex: splitting to bigger and smaller parts

Improves the purity of split s in node t to 
daughter nodes tP и tF:
∆i (s , t ) = i (t ) − pP · i (tP ) − pF · i (tF ) 

Selects split with ∆i(s∗,t) = max ∆i(s,t) 

Popular functions

◦ Classification error = 1 − max(p, 1 − p) 

◦ Entropy = − [p log(p) + (1-p) log(1-p)]/2

◦ Gini = 2p(1-p)

Workshop, CERN,  21. January 2011  ― Decision Trees and Boosting 

What do we mean by “best separation gain”?

– –

 measure income inequality)

cross entropy

Gini index

misidentification

purity
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Decision Trees: Summary

ADVANTAGES

Fast learning

Easy interpretation

Work both with continuous and discrete 
attributes

No need for attribute transformation

Not sensitive to irrelevant attributes

Work with many attributes 

DISADVANTAGES

Important attributes may be “masked”

Instability, may change a lot with new data

Cannot extrapolate

Require a lot of training samples

Do not provide continuous interpolation

Prone to overfitting: require pruning and 
regularization
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Demo: Jupyter notebook (Aurélien 
Géron)

https://github.com/ageron/handson-ml2/blob/master/06_decision_trees.ipynb
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https://github.com/ageron/handson-ml2/blob/master/06_decision_trees.ipynb


Ensemble Learning
Idea: aggregate the predictions of a group of weak learners (such as classifiers or regressors) to get 
better predictions. Use “the wisdom of the crowd”.

Bagging (bootstrap aggregation) 

– Each tree is trained on random bootstrap subset

Random Forest

– Bagging with random trees
– Random subset of attributes for each new tree

Boosting

– Each tree is trained on the full data sample, but the examples have different (changing) weights. 
One can apply boosting in different ML methods.

Aggregation of the predictions: voting or averaging

In general Boosting > Random Forests > Bagging > Single Tree.
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Boosting methods
AdaBoost :“Adaptive Boosting” – one of the first 
methods 

◦ Misclassified examples have bigger weights in the next 
iteration

◦ Majority vote of all trees

◦ Freund and Schapire, 1996

Gradient Boosting
◦ Uses gradient descent to create new trees/learners

◦ The loss function is differentiable 

◦ Friedman, 1999

XGBoost “eXtreme Gradient Boosting”.
https://github.com/dmlc/xgboost

◦ New method for gradient boosting: the creation of new 
trees is part of the minimization 

◦ Very popular and successful method in the Kaggle contests

◦ Chen and Guestrin, 2016

Typical training parameters:
• Max. Depth (usually < 10) 

• Max. Features per tree

• Min. Samples in a leaf (~1% of all samples)

• Loss function ( i.e. use binary logistic for two classes, S 
and B)

• Learning rate (~0.1, otherwise slow) 

• Subset size

• Number of trees
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https://www.sciencedirect.com/science/article/pii/S002200009791504X
https://statweb.stanford.edu/~jhf/ftp/trebst.pdf
https://xgboost.readthedocs.io/en/latest/index.html
https://github.com/dmlc/xgboost
https://www.kaggle.com/
https://arxiv.org/abs/1603.02754


Ensemble Learning: Summary

ADVANTAGES

Fast training and predictions

Easy training

Scale insensitive

Good performance

Can use discrete and continuous attributes

Available and diverse software

◦ Used in many applications

◦ Good support, maintenance and testing

DISADVANTAGES

Prone to overfitting

◦ Always need to validate the hyperparameters 
and to test the result
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Demo: Jupyter notebook (Aurélien 
Géron)

https://github.com/ageron/handson-
ml2/blob/master/07_ensemble_learning_and_random_forests.ipynb

Voting classifiers

Bagging examples

Random forests

Out-of-bag evaluation

Feature importance

AdaBoost

Gradient Boosting

Gradient Boosting with Early stopping

Using XGBoost
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https://github.com/ageron/handson-ml2/blob/master/07_ensemble_learning_and_random_forests.ipynb


Hands-on XGboost
https://github.com/k-woodruff/bdt-tutorial

Hands-on boosted decision tree tutorial (using XGBoost) for September 2017 Fermilab Machine 
Learning Group Meeting

Primary Author: Katherine Woodruff

https://github.com/k-woodruff/bdt-tutorial/blob/master/bdt_tutorial.ipynb
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https://github.com/k-woodruff/bdt-tutorial
https://xgboost.readthedocs.io/en/latest/
https://indico.fnal.gov/event/15356/
https://tele.fnal.gov/cgi-bin/telephone.script?type=name_last&accuracy=contains&string=WOODRUFF


Neural Networks
Based on the textbook of A. Géron
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Neuron and Perceptron
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Biological neuron (Wikipedia)

Perceptron,

F. Rosenblat (1957)

https://en.wikipedia.org/wiki/Frank_Rosenblatt


Neural Networks (NN)
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P. Mehta, M. Bukov, C.-H. Wang et al. / Physics Reports 810 (2019) 1–124

Popular nonlinear activation functions

Neural Network: hierarchical structure of interconnected 

layers of neurons.

Universal approximation theorem: NN with a single hidden

layer can approximate any continuous, 

multi-input/multi-output function with arbitrary accuracy

https://doi.org/10.1016/j.physrep.2019.03.001
https://en.wikipedia.org/wiki/Universal_approximation_theorem


Neural Networks: Predictions

The Multilayer Perceptron and Backpropagation
An MLP is composed of one (passthrough) input layer, one or more layers
of TLUs, called hidden layers, and one final layer of TLUs called the
output layer (see Figure 10-7). The layers close to the input layer are
usually called the lower layers, and the ones close to the outputs are
usually called the upper layers. Every layer except the output layer
includes a bias neuron and is fully connected to the next layer.

Figure 10-7. Architecture of a Multilayer Perceptron with two inputs, one hidden layer of four
neurons, and three output neurons (the bias neurons are shown here, but usually they are

implicit)

NOTE
The signal flows only in one direction (from the inputs to the outputs), so this
architecture is an example of a feedforward neural network (FNN).

For each layer the output is 

h W,b(X) = a(z), z=XW + b

where

X is the matrix of input features: one row per 
instance and one column per feature

W is the weight matrix for non-bias neurons. It 
has one row for each neuron in the “previous” 
layer and one column for each neuron in the 
“next” layer

b is the bias vector with one term for each 
neuron in the “next” layer

a is the activation function
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Input neurons (passthrough)

Bias neurons:

Always output 1



NM tasks: Regression and Classification

REGRESSION

Multivariate regression: training sample 
consist of pair of vectors (xi,yi), where y are 
the values at point x. Goal – predict the values 
in any point.

◦ One output neuron per dimension, typically w/o 
activation function to cover the full range

◦ Loss function: typically the Mean Squared Error, 
sometimes Log Likelihood or Huber Loss (in case 

of outliers)

◦ Hidden layers 1-5 with 10-100 neurons per layer, 
RELU or SELU actuvation

CLASSIFICATION

Training sample: vector of features and label.

◦ One hot encoding: one bit per label

◦ The output neurons give the probability
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Table 10-2. Typical classification MLP architecture

Hyperparameter Binary
classification

Multilabel binary
classification

Multiclass
classification

Input and hidden
layers

Same as
regression Same as regression Same as regression

# output neurons 1 1 per label 1 per class

Output layer
activation Logistic Logistic Softmax

Loss function Cross entropy Cross entropy Cross entropy

TIP
Before we go on, I recommend you go through exercise 1 at the end of this chapter.
You will play with various neural network architectures and visualize their outputs
using the TensorFlow Playground. This will be very useful to better understand
MLPs, including the effects of all the hyperparameters (number of layers and
neurons, activation functions, and more).

Now you have all the concepts you need to start implementing MLPs with
Keras!

Implementing MLPs with Keras
Keras is a high-level Deep Learning API that allows you to easily build,
train, evaluate, and execute all sorts of neural networks. Its documentation
(or specification) is available at https://keras.io/. The reference
implementation, also called Keras, was developed by François Chollet as
part of a research project  and was released as an open source project in
March 2015. It quickly gained popularity, owing to its ease of use,
flexibility, and beautiful design. To perform the heavy computations
required by neural networks, this reference implementation relies on a
computation backend. At present, you can choose from three popular open

13
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Training of NN: Backpropagation
Invented in 1986 by David Rumelhart, Geoffrey Hinton, and Ronald Williams.

◦ Efficient algorithm for calculation of gradients wrt W and b profiting from the particular NN architecture

◦ Contains two passes through the NN: forward to calculate the outputs of each neuron and backward to 
calculate the gradients

◦ Implements mini-batch GD and several passes through the training set, called epochs

◦ During the forward pass keeps all the intermediate results, needed for the backpropagation

◦ Using the loss function calculates the error of the NN on the mini-batch

◦ Using the chain rule finds the contribution of each NN parameter to the error, from the output layer to 
the input one

◦ Using the calculated gradients updates all parameters of the NN in a GD step

Backpropagation is specific to NN. It enabled the possibility for Deep Neural Networks, where 
“Deep” means many hidden layers. 
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https://apps.dtic.mil/sti/citations/ADA164453


Deep Neural Networks (DNN)
The chain rule from the backpropagation 
requires multiplication of derivatives, but 
sigmoid and tanh provide relatively small values, 
so we observe “vanishing gradients” => sigmoid
and tanh cannot be used in DNN

ReLU, Leaky ReLU or ELU preferred

Regularisation needed (including dropout and 
batch normalisation)

Hyperparameters: number of hidden layer, 
number of neurons in each layer, activation 
function, minimizer, learning rate, mini-batch 
size, number of iterations…

Random initialization (Glorot, He, LeCun): one 
has to “break all symmetries”.
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http://proceedings.mlr.press/v9/glorot10a/glorot10a.pdf
https://arxiv.org/pdf/1502.01852v1.pdf
https://www.tensorflow.org/api_docs/python/tf/keras/initializers/LecunNormal


DNN

ADVANTAGES

Very powerful tool

Good results in classification and regression

Available in all popular tools and packages

A lot of experience, well developed intuition, 
tips and tricks

DISADVANTAGES

The training can be slow and difficult

Needs large training sets

Many hyperparameters

The DNN is often a “black box”

DNN does not take into account the 
symmetries of the system it “fits”
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Convolutional Neural Networks (CNN)
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CNN Concept
Revolution in image processing: object 
detection, classification, image search 
services, self-driving cars, automatic video 
classification systems.

Emerged from the study of the brain’s visual 
cortex in 1980-s

Exploit translational invariance

Learn local patterns and generalise in 
consecutive layers

Convolution in physics: Green’s functions for 
linear PDE, signal filter with kernel K

𝑔 𝑥 = ∫𝐾 𝑥 − 𝑦 𝑓 𝑦 𝑑𝑦

Figure 14-1. Biological neurons in the visual cortex respond to specific patterns in small regions
of the visual field called receptive fields; as the visual signal makes its way through consecutive

brain modules, neurons respond to more complex patterns in larger receptive fields.

These studies of the visual cortex inspired the neocognitron,  introduced
in 1980, which gradually evolved into what we now call convolutional
neural networks. An important milestone was a 1998 paper  by Yann
LeCun et al. that introduced the famous LeNet-5 architecture, widely used
by banks to recognize handwritten check numbers. This architecture has
some building blocks that you already know, such as fully connected
layers and sigmoid activation functions, but it also introduces two new
building blocks: convolutional layers and pooling layers. Let’s look at
them now.

NOTE
Why not simply use a deep neural network with fully connected layers for image
recognition tasks? Unfortunately, although this works fine for small images (e.g.,
MNIST), it breaks down for larger images because of the huge number of parameters
it requires. For example, a 100 × 100–pixel image has 10,000 pixels, and if the first
layer has just 1,000 neurons (which already severely restricts the amount of
information transmitted to the next layer), this means a total of 10 million
connections. And that’s just the first layer. CNNs solve this problem using partially
connected layers and weight sharing.

Convolutional Layers

4

5
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The most important building block of a CNN is the convolutional layer:
neurons in the first convolutional layer are not connected to every single
pixel in the input image (like they were in the layers discussed in previous
chapters), but only to pixels in their receptive fields (see Figure 14-2). In
turn, each neuron in the second convolutional layer is connected only to
neurons located within a small rectangle in the first layer. This
architecture allows the network to concentrate on small low-level features
in the first hidden layer, then assemble them into larger higher-level
features in the next hidden layer, and so on. This hierarchical structure is
common in real-world images, which is one of the reasons why CNNs
work so well for image recognition.

Figure 14-2. CNN layers with rectangular local receptive fields

NOTE
All the multilayer neural networks we’ve looked at so far had layers composed of a
long line of neurons, and we had to flatten input images to 1D before feeding them
to the neural network. In a CNN each layer is represented in 2D, which makes it
easier to match neurons with their corresponding inputs.

6Biology: visual cortex

ML: CNN



CNN Building Blocks: Convolutional layers
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Convolutional Layers
Much smaller number of weights, 
independent of the image’ size

◦ fully connected: N2 (N=size of layer/image) 

◦ convolutional: M (M=size of kernel) 

Very efficient processing of images
Greater generalization power => less images 
are needed for training

They can learn the spatial hierarchy of the 
images: from basic geometrical units to more 
complex combinations/concepts
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Extraction of several features using different filters



CNN Building Blocks: Pooling Layers, 
Flattening
Used to reduce the dimensionality of the 
feature maps (reduced “resolution, 
subsampling)

They do not learn parameters
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CNN Architectures (A. Géron)

The image gets smaller and smaller as it progresses through the network,
but it also typically gets deeper and deeper (i.e., with more feature maps),
thanks to the convolutional layers (see Figure 14-11). At the top of the
stack, a regular feedforward neural network is added, composed of a few
fully connected layers (+ReLUs), and the final layer outputs the prediction
(e.g., a softmax layer that outputs estimated class probabilities).

Figure 14-11. Typical CNN architecture

TIP
A common mistake is to use convolution kernels that are too large. For example,
instead of using a convolutional layer with a 5 × 5 kernel, stack two layers with 3 × 3
kernels: it will use fewer parameters and require fewer computations, and it will
usually perform better. One exception is for the first convolutional layer: it can
typically have a large kernel (e.g., 5 × 5), usually with a stride of 2 or more: this will
reduce the spatial dimension of the image without losing too much information, and
since the input image only has three channels in general, it will not be too costly.

Here is how you can implement a simple CNN to tackle the Fashion
MNIST dataset (introduced in Chapter 10):

Many highly successful architectures are 
available

◦ LeNet-5, Yann LeCun (1998)

◦ AlexNet (2012)

◦ GoogLeNet (2014)

◦ Visual Geometry Group (VGG) VGGNet (2014)

◦ Residual Network, ResNet (2015)

◦ Xception (2016)

◦ Squeeze-and-Excitation Networks, SENet (2017)

More about the Kaggle competition: ImageNet 
Winning CNN Architectures (ILSVRC)

Image Classification on ImageNet
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CNN Summary

ADVANTAGES

State of art in Computer Vision

Very active research field

Fast training

Requires relatively small training set compared 
to fully connected DNN

Can be used also outside of the image 
processing domain

DISADVANTAGES

The most performant architectures are very 
complex and not really intuitive

Work better on GPU

Not a ”silver bullet”: may fail in some 
particular tasks outside of the image 
processing
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Autoencoders
Lectures:

Ian Goodfellow

Andreas Wichert

Pavlos Protopapas and Mark Glickman

PETER.HRISTOV AT CERN.CH 42

https://www.deeplearningbook.org/lecture_slides.html
http://web.tecnico.ulisboa.pt/~andreas.wichert/13_AC.pdf
https://harvard-iacs.github.io/2019-CS109B/pages/lecture18/presentation/cs109b_lecture18_Autoencoders.pdf


Autoencoders (AE): Introduction
AE – example of unsupervised ML

The task is to reproduce the input information 
on the outputs

The hidden layer h represents the structure, 
the features and properties of the data

Consists of two parts

• Encoder h=f(x), creates the latent (encoded) 

representation of data

• Decoder r=g(h), reconstructs the original form of 
the data
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AE Use Cases
Relatively easy and cheep access to data 
witout labels

Usage

• Reduction of dimensionality

• Search for better data representation

• Input mixing

• Denoising and data recovery

• Pre-training of DNN 

Some input information may be lost
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From the trivial x’= x to learning of 
structure and features
Undercomplete AE

◦ h has smaller dimension than x

◦ f or g have smaller capacity (linear g)

◦ Some information is masked in h

Overcomplete AE

◦ h има has bigger dimension than x

◦ One needs regularization

Sparse AE: regularization via Kullback–Leibler
divergence

Denoising AE: dropout and noise

Loss function

◦ MSE in case of continuous data

◦ Cross-entropy in case of discrete data

Equivalent to Principal Component Analysis, 
when we use undercomplete EA with linear 
decoder and MSE loss
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Example: Stacked (or Deep) AE
Input: MNIST images 28х28=784 pixels

Symmetry wrt the coding layer

Bottleneck at the coding layer

Simultaneous training

“Compression” 784→30
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Pre-training of (D)NN

AE is trained on a set without labels

The encoding part is copied to the (D)NN

Supervised learning of (D)NN

Recently this application of AE becomes less 
popular since the random initialization of 
DNN works well
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Useful tips and tricks
Symmetric AE

◦ Use “transposed” weights in the encoder 

and decoder gaining factor two in the 
number of parameters

“Greedy layer-wise training”

◦ Train the first pair encoder-decoder, fix the 
weights and train the second pair on the 
first hidden layer, etc.

◦ Useful in case of very deep architecture
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Convolutional AE
Very suitable for image processing

The AE is typical CNN with convolutional and 
pooling layers

Reduces the spatial dimensionality of the 
inputs (i.e., height and width) while increasing 
the depth (i.e., the number of feature maps).

The weights of the decoder are  transposed 
from the encoder. 

Input

(28,28,1)

Encoder Decoder

Conv 1

16 F 

@ (3,3,1)

same

C1

(28,28,16)

M.P 1

(2,2)

same

M.P1

(14,14,16)

Conv 2

8 F 

@ (3,3,16)

same

C2

(14,14,8)

M.P 2

(2,2)

same

M.P2

(7,7,8)

Conv 3

8 F 

@ (3,3,8)

same

C3

(7,7,8)

M.P 3

(2,2)

same

M.P3

(4,4,8)

Hidden 

Code

D Conv 1

8 F 

@ (3,3,8)

same

D.C1

(4,4,8)

U.S 1

(2,2)

U.S1

(8,8,8)

D Conv 2

8 F 

@ (3,3,8)

same

D.C2

(8,8,8)

U.S 2

(2,2)

U.S2

(16,16,8)

D Conv 3

16 F 

@ (3,3,8)

valid

D.C3

(14,14,16)

U.S 3

(2,2)

U.S3

(28,28,8)

D Conv 4

1 F 

@ (5,5,8)

same

D.C4

(28,28,1)

Output
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Denoising AE
The information in the coding layer of 
standard AE is modified:

◦ Adding noise (Gaussian)

◦ Using dropout

The training is done on the original data
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AE: Summary

ADVANTAGES

No labels

Fast training

Easy interpretation and visualisation

Works well with continuous and discrete data

May help in the pre-training of more complex 
NN

DISADVANTAGES

Prone to overfitting

Sometimes the latent space contains:

◦ Holes

◦ Class overlaps

◦ Discretization
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Jupter notebook
Code from the textbook of Aurélien Géron, chapter 17

https://github.com/ageron/handson-ml2

PETER.HRISTOV AT CERN.CH 52

https://github.com/ageron/handson-ml2


Variational Autoencoders (VAE)
Lectures on VAE and GAN:

Yann LeCun & Alfredo Canziani, Training VAE and Training GANs

Stanford: CS231n: Convolutional Neural Networks for Visual Recognition

Generative models

Roger Grosse, Intro to Neural Networks and Machine Learning
◦ GANs
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Variational Autoencoders and 
Autoencoders

VAE were invented in 2013

◦ Probabilistic AE, the output partly depends on 

random variables;

◦ Generative – can produce outputs that look like 
the ones from the training set

Like in AE, the coding layer contains values, but 
in addition contains the associated variation

◦ The coding layer often uses Gaussian distribution 
but can use any.

◦ Often only two parameters: mean E(z)=μ and

variation V(z)=σ2
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VAE architecture
Stacked encoders and decoders

The coding layer generates μ and σ

Using μ and σ the sampler generates random
code for the current sample

The decoder works like in a standard AE

The loss functions contains two parts: cross-
entropy to force the similarity of inputs and 
outputs, and latent loss (KL-divergence) to 
force Gaussian distribution of codes

New images can be generated from the 
trained distribution of codes

F g e 17-12. Va a a  a e c de  ( ef ) a d a  a ce g g g   ( g )

As you can see in the diagram, although the inputs may have a very
convoluted distribution, a variational autoencoder tends to produce
codings that look as though they were sampled from a simple Gaussian
distribution:  during training, the cost function (discussed next) pushes the
codings to gradually migrate within the coding space (also called the
a e  ace) to end up looking like a cloud of Gaussian points. One great

consequence is that after training a variational autoencoder, you can very
easily generate a new instance: just sample a random coding from the
Gaussian distribution, decode it, and voilà!

Now, let’s look at the cost function. It is composed of two parts. The first
is the usual reconstruction loss that pushes the autoencoder to reproduce
its inputs (we can use cross entropy for this, as discussed earlier). The
second is the a e   that pushes the autoencoder to have codings that

8
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Semantic interpolation:
Original (in frame) and generated images.
Instead at input level, we generate and average the codes,
then decode

Generated images
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Generative Adversarial Networks (GAN)
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GAN: Introduction
GAN were proposed 2014. Simple idea: two 
NN compete, and each learns/improves during 
the competition:

◦ The generator receives random inputs (coded 

image in terms of VAE) and generates image. Its 
task is to create maximally realistic image for 
each input.

◦ The discriminator receives to its input real or 

fake images. Its task is to separate the real and 
fake images.
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GAN Training: two NN, two repeated 
phases

1. DISCRIMINATOR

The generator creates fake images (label 0)

We complete the set with the same number of 
real images (label 1)

Using cross-entropy loss function we train the 
discriminator to classify the images.

The backpropagation updates only the 
parameters of the discriminator.

2. GENERATOR

We generate new set of fake images but assign 
label 1 (we trick the discriminator). No real 
images are used.

We train the generator to produce images that
the discriminator classifies as real. The loss 
function is cross-entropy.

The backpropagation updates only the 
parameters of the generator.
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Difficulties in the GAN training
Symptom – after some iterations the results 
do not improve anymore

◦ The system reaches the Nash equilibrium, when 
a change does not bring gain if the others do not 
change their strategies.

◦ Theoretically the Nash equilibrium should occur 
when the generator creates perfect images, and 
the discriminator detects them randomly with
50% probability.

◦ In practice the algorithm stops far from such 
point…  

Mode collapse – the most serious issue:

◦ Among the all types of images the generator 

specializes in one, and the discriminator 
reinforces such specialization. Sometimes one 
observes oscillation between the image types.

◦ Possible solutions: 

◦ Experience replay, when part of the generated images are 
kept and reused in the next iteration.

◦ Mini-batch discrimination, when one measures how close 

are the consecutive iterations and if they are too close, the 
iteration is rejected. 
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Deep convolutional GAN

https://arxiv.org/pdf/1511.06434.pdf

Architectural guidelines from DCGANs
◦ Replace any pooling layers with strided

convolutions (in the discriminator) and 
transposed convolutions (in the generator).

◦ Use Batch Normalization in both the generator 
and the discriminator, except in the generator’s 
output layer and the discriminator’s input layer.

◦ Remove fully connected hidden layers for 
deeper architectures.

◦ Use ReLU activation in the generator for all 
layers except the output layer, which should use 
tanh.

◦ Use leaky ReLU activation in the discriminator 
for all layers

The field is actively developing…
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GAN Survey Jan 2014 – Oct 2018:
https://github.com/hindupuravinash/the-gan-
zoo
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Recurrent Neural Networks (RNN)
Lectures:

Yann LeCun & Alfredo Canziani

RNNs, GRUs, LSTMs...

Stanford: CS231n: Convolutional Neural Networks for Visual Recognition

RNN, LSTM
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RNN: Introduction
CNN are used for a grid of values X, for 
example images.

RNN are NN with “memory” that work with
series of values x(1), ..., x(t) with any length, 
for example time series.

◦ We consider time t or member of series t

Main idea: RNN have internal state, updated 
during the data processing

Examples of general applications:

◦ Speech to text and text to speech conversion;

◦ Annotation of pictures;

◦ Automatic translation;

◦ Forecasting of stock market;

◦ Self driving cars.

Applications in physics

◦ Prediction of the trajectories of a chaotic 

dynamical system

◦ Models used for weather prediction

◦ Flavour tagging

◦ Jet physics
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Example: Recurrent Neurons and Layers

Recurrent neurons have „feedback“
connection from the output to the input and 
describe the state of a dynamic system. 
Because of such connection the system has 
memory for the previous state. The same 
neuron can be “unrolled” through time

st = fW(st-1,xt): st-1,st – old/new state, xt – input, 
fW – function with parameters W

Recurrent neurons are grouped in layers.

Trivial improvements:
◦ Many layers: deep network

◦ Connections: introduce memory cells

Serious improvements:
◦ LSTM (Long Short-Term Memory)

◦ GRU (Gated Recurrent Units)
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Architecture of simple RNN

Formal description of RNN @ t

at = b+Wst−1 +Uxt, st = f(at), 

ot = c+Vst, yt = h(ot),

where

f – activation (σ, tanh или ReLU)

h – output function (softmax)

W – weights in state s

U – weights for the inputs

V – weights for the outputs

c, b - bias

Important: the weights do not 

change in time!
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RNN types as function of data processing 
One input,

One output

One input,

Several outputs
Several inputs,

One output

Several inputs,

Several outputs
Several synchronized

inputs and outputs

Example of

„simple“

net

Picture annotation: 

input – picture, 

output – text

Classification of series:

Analysis of opinions (+,-)

Automatic translation,

Dialog systems

Video annotation
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RNN Training
Calculation of loss function: forward propagation

Calculation of gradients: BPTT (back propagation through time). Usually this means standard 
backpropagation in the unrolled net.

Sometimes the forward and backpropagation are done on parts of the sequence.

Stanford: CS231n
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Simple RNN: Difficulties and Useful Tips

UNSTABLE GRADIENTS

Vanishing gradients. At each step the gradients 
are multiplied by the weights. In case of small 
weights, the gradients decrease exponentially.

Exploding gradients. If the weights are big and 
the activation practically linear, the gradients 
grow exponentially.

USEFUL TIPS

„ Gradient Clipping“ (limit the abs. value) helps 
in case of exploding gradients.

Special weight initialization, for example using 
orthogonal random matrix (it preserves the 
norm of the vectors).

Layer normalization across the features 
dimension just before the activation function 
(centering, unit dispersion, skaling).
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LSTM: Long Short-Term Memory
The state is described by two vectors:

◦ ct-1 – long-term state (memory)

◦ ht-1 – short-term state (memory)

Main (g) and gate control (f,i,o) cells

◦ Forget (f): decides which elements of the long-
term state to be „deleted“

◦ Input (i): decides what to be added to the long-
term state

◦ Output (o): controls what is stored in the short-
term state and goes to the output
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LSTM math
ft=σf(Wfxt+Ufht−1+bf)

it=σi(Wixt+Uiht−1+bi)

ot=σo(Woxt+Uoht−1+bo)

gt=tanh(Wgxt+Ught−1+bg)

ct=ft⊙ct−1+it⊙gt

yt=ht=ot⊙tanh(ct)
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GRU: Gated Recurrent Unit
Simplified version of LSTM

One state vector (memory)

Main (g) and two gate-control cells

◦ Input and forget (z): deletes elements from the 
state and adds new information

◦ State (r): decides which parts of the state go to 
the input of the main cell
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RNN

PROS

Can process input with arbitrary lenght

Uses the information from the previous steps 
(has “memory”)

Fixed size for different sequences

Fixed weights for all steps

CONS

Slow training and usage

Difficult to use too many previous steps
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RNN: Summary
RNN provide flexible tools for processing of sequences 

Simple RNNs do not always work well

◦ Problems with unstable gradients

◦ Gradient Clipping, Orthogonal Initialization and Layer Normalization can help

LSTM or GRU are the most popular RNN:

◦ Adding control streams improve the gradient propagation

◦ LSTM are good default choice, but can be slow

◦ GRU are faster and have less parameters, but sometimes have worse performance

Active search for new RNN architectures

◦ Better understanding of RNNs is needed
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RNN: Jupyter notebook
AURÉLIEN GÉRON

CHAPTER 15: HTTPS://GITHUB.COM/PZHRISTOV/HANDSON-ML2

https://github.com/pzhristov/handson-ml2


Reinforcement Learning (RL)
More detailed lectures:

◦ Policy gradient, R. Grosse and J. Ba

◦ Q-Learning, R. Grosse and J. Ba

◦ Learning to act, D. Poole and A. Mackworth

Courses

◦ Specialization in Reinforcement Learning, 

Coursera

◦ CS234: Reinforcement Learning Winter 2021, 
Stanford
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RL: Introduction

Long historical background

◦ Classical (human and) animal conditioning

◦ Behaviorism: Operant conditioning (or 
instrumental conditioning): process by which 
humans and animals learn to behave in such a way 
as to obtain rewards and avoid punishments 

Reinforcement Learning – very active ML domain

◦ Robot control а)

◦ Computer games b)

◦ Strategic games – Alfa Go c)

◦ Sensor control – thermostat d)

◦ Financial transactions e).

Figure 18-1. Reinforcement Learning examples: (a) robotics, (b) Ms. Pac-Man, (c) Go player, (d)
thermostat, (e) automatic trader

Note that there may not be any positive rewards at all; for example, the agent
may move around in a maze, getting a negative reward at every time step, so it
had better find the exit as quickly as possible! There are many other examples of
tasks to which Reinforcement Learning is well suited, such as self-driving cars,
recommender systems, placing ads on a web page, or controlling where an image
classification system should focus its attention.

Policy Search
The algorithm a software agent uses to determine its actions is called its policy.
The policy could be a neural network taking observations as inputs and
outputting the action to take (see Figure 18-2).

5
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RL: Examples
Game – reward if win, punishment if loss

Dog conditioning – reward if obey the 
commands, punishment if disobey or has 
dangerous behavior

Robot – reward if task completed, punishment 
if dangerous behavior (broken detail)

The learning is based on the hystorical
experience of the agent: state, action, 

reward…

Future actions are function of the history

At every step the agent solves the dilemma 
exploration or exploitation

◦ Exploration for new experience and skills

◦ Exploitation of current experience and skills
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RL Difficulties

Successful actions might be taken long before the reword

◦ How should the dog understand the punishment in the evening 
because of the broken vase in the morning?

Long-term effects of an action depend on the next actions

◦ Robot-vacuum cleaner can first draggle before it cleans

Exploration – exploitation dilemma: when should the agent switch 
from one to the other and back?

PETER.HRISTOV AT CERN.CH 79



RL Terminology
Agent (object) interacts with the environment (for example in a game). This create a chain state, 

action, reward, state, action, reward…

At each step t

◦ The agent gets observation of the state st (for example position and velocity)

◦ The agent selects action at (for example to change the direction of the motion), which leads to a change 
of the state s t → s t+1

The agent periodically gets reward r(s t, a t), that depends on the state and the action (points).

The goal of the agent is to learn a strategy 𝜋θ(a t | s t), which maximizes the reward

◦ The strategy defines the probability for an action a t depending on the current state s t and parameters
θ
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Markov chain and Markov Decision 
Process
CHAIN: DISCRETE STATES + TRANSITION 
PROBABILITIES

PROCESS: STATES, ACTIONS AND TRANSITION 
PROBABILITIES

We will now look at another popular family of algorithms. Whereas PG
algorithms directly try to optimize the policy to increase rewards, the algorithms
we will look at now are less direct: the agent learns to estimate the expected
return for each state, or for each action in each state, then it uses this knowledge
to decide how to act. To understand these algorithms, we must first introduce
Markov decision processes.

Markov Decision Processes
In the early 20th century, the mathematician Andrey Markov studied stochastic
processes with no memory, called Markov chains. Such a process has a fixed
number of states, and it randomly evolves from one state to another at each step.
The probability for it to evolve from a state s to a state s′ is fixed, and it depends
only on the pair (s, s′), not on past states (this is why we say that the system has
no memory).

Figure 18-7 shows an example of a Markov chain with four states.

Figure 18-7. Example of a Markov chain

Suppose that the process starts in state s , and there is a 70% chance that it will
remain in that state at the next step. Eventually it is bound to leave that state and

0

never come back because no other state points back to s . If it goes to state s , it
will then most likely go to state s  (90% probability), then immediately back to
state s  (with 100% probability). It may alternate a number of times between
these two states, but eventually it will fall into state s  and remain there forever
(this is a terminal state). Markov chains can have very different dynamics, and
they are heavily used in thermodynamics, chemistry, statistics, and much more.

Markov decision processes were first described in the 1950s by Richard
Bellman.  They resemble Markov chains but with a twist: at each step, an agent
can choose one of several possible actions, and the transition probabilities
depend on the chosen action. Moreover, some state transitions return some
reward (positive or negative), and the agent’s goal is to find a policy that will
maximize reward over time.

For example, the MDP represented in Figure 18-8 has three states (represented
by circles) and up to three possible discrete actions at each step (represented by
diamonds).

Figure 18-8. Example of a Markov decision process

If it starts in state s , the agent can choose between actions a , a , or a . If it
chooses action a , it just remains in state s  with certainty, and without any
reward. It can thus decide to stay there forever if it wants to. But if it chooses
action a , it has a 70% probability of gaining a reward of +10 and remaining in
state s . It can then try again and again to gain as much reward as possible, but at
one point it is going to end up instead in state s . In state s  it has only two

0 1

2

1

3

12

0 0 1 2

1 0

0

0

1 1
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Markov Decision Process

The environment is representing Markov Decision Process M

Markov assumptions: the current state contains all the information; the strategy, rewards and 
transitions do not depend on the previous states. The process has no memory.

Components of M

◦ Distribution of the initial states p(s0)

◦ Strategy πθ(a t | s t)

◦ Transition probability p(s t+1 | s t , a t)

◦ Reward r(s t , a t)

The environment is observable => s t is known

Trajectory in the “phase space” τ = (s 0, a 0, s 1, a 1, . . . , s T, a T)

Trajectory probability p( τ )= p(s0) πθ(a0|s0 ) p (s1|s0, a0 ) · · · p(sT|sT−1, aT−1) πθ(aT|sT)
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Markov Decision Process
Reward for given trajectory: r(τ) = ∑t=0

T r(s t, a t), where T can be also ∞

◦ Responsibility problem: to which action a t we assign the success, and which action blame for failures?

◦ Idea: introduce discount 0 < 𝛾 < 1 , so the future actions have lower weight than the action in state s t

◦ r(τ) = ∑t=0
T 𝛾t r(s t, a t)

◦ We did not solve the responsibility problem, just avoided it

Goal: maximize the expected reward on the possible trajectories R=Ep(τ)[r(τ)], knowing the 
parameters of the state and selecting randomly the actions

The strategy is probabilistic: this makes the expected reward R continuous function of the model 
parameters, even if often the individual rewards are discrete.
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Policy Gradient
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RL example: CartPole game (A. Géron)
means right), the angle of the pole (  = vertical), and its angular velocity
(positive means clockwise).

Now let’s display this environment by calling its  method (see
Figure 18-4). On Windows, this requires first installing an X Server, such as
VcXsrv or Xming:

Figure 18-4. The CartPole environment

TIP
If you are using a headless server (i.e., without a screen), such as a virtual machine on the
cloud, rendering will fail. The only way to avoid this is to use a fake X server such as Xvfb
or Xdummy. For example, you can install Xvfb (  on Ubuntu or Debian)
and start Python using the following command: 

. Alternatively, install Xvfb and the  library (which wraps
Xvfb) and run 
at the beginning of your program.

Use package gym

The goal is to keep during 200 steps the pole 
vertical

We lose, if the pole deviates too much or if we 
quit the field

The state has 4 parameters (observations):
position, velocity, angle and angular velocity

Only two actions – go left or right

Simple deterministic strategy: deviation to the 
left, go left, and vice versa: does not work 
well.
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Strategy with NN (A.Géron)

Figure 18-5. Neural network policy

You may wonder why we are picking a random action based on the probabilities
given by the neural network, rather than just picking the action with the highest
score. This approach lets the agent find the right balance between exploring new
actions and exploiting the actions that are known to work well. Here’s an
analogy: suppose you go to a restaurant for the first time, and all the dishes look
equally appealing, so you randomly pick one. If it turns out to be good, you can
increase the probability that you’ll order it next time, but you shouldn’t increase
that probability up to 100%, or else you will never try out the other dishes, some
of which may be even better than the one you tried.

Also note that in this particular environment, the past actions and observations
can safely be ignored, since each observation contains the environment’s full

Simple NN uses the observations to indicate 
the probability to go left p or right 1-p.

◦ The probabilistic approach helps to solve the 
exploration-exploitation dilemma

Use the idea of deterministic approach: if 
deviation to the left we want p to be 1, if to 
the right, p to be 0.

The example uses non-standard training cycle, 
parallel games to generate training set, 
averaged on the games loss function and 
direct gradient calculation.

Works🙂, but is inefficient🙁
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Policy Gradient: 
REINFORCE (R.J. Williams, 1992)

REINFORCE: elegant algorithm for maximization of 
expected reward R = Ep(τ)[r(τ)]

Intuitive idea: trial/error
◦ Generate random trajectory τ. If the reward is high, 

increase its probability, and vice-versa.

Variant of stochastic gradient optimization of R

Pros: easy to understand, no specific model, base for 
more complex algorithms such as Actor-Critic

Cons: low efficiency on the training set

1. First, let the neural network policy play the game 
several times, and at each step, compute the 
gradients that would make the chosen action even 
more likely — but don’t apply these gradients yet.

2. Once you have run several episodes, compute 
each action’s advantage.

3. If an action’s advantage is positive, it means that 
the action was probably good, and you want to 
apply the gradients computed earlier to make the 
action even more likely to be chosen in the future. 
However, if the action’s advantage is negative, it 
means the action was probably bad, and you want 
to apply the opposite gradients to make this action 
slightly less likely in the future. The solution is 
simply to multiply each gradient vector by the 
corresponding action’s advantage.

4. Finally, compute the mean of all the resulting 
gradient vectors, and use it to perform a Gradient 
Descent step.
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Q-learning
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Value Function and Action Value 
Function

Value function V π ( s ) for state s and 
strategy π: expected discounted reward if 
we start from s and follow π

◦ Provides direct credit assignment – see  
directly how an action affects future returns 
rather than wait for rollouts 

◦ Usually difficult for computing, but can be 
approximated/learned

Value function for action a in state s, if we 
follow π

V
π(s) = E[Gt | st = s]

= E

"

∞
X

i=0

γ
i
rt+i | st = s

# Qπ(s, a) = E[Gt | st = s, at = a]

V π(s) =
X

a

π(a | s)Qπ(s, a)

Optimal action

argmax
a

Qπ(s, a)
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Bellman Equations

V π(s) :=
∑

a

π(s,a)
∑

s′∈S

P a

ss′

(

Ra

ss′
+ γV π(s′)

)

,
Bellman proved, that for these non-linear 
equations the solution exists and can be 
found using simple iteration (Value 
Iteration)

The method works well when the transition 
probabilities and the rewards are known

In math – example of Dynamic 
Programming

Possible modification – when the 
probabilities and/or rewards are learned
during the training

Q(s,a) :=
∑

s′∈S

P a

ss′



Ra

ss′
+ γ

∑

a′

π(s,a′)Q(s,a′)





where

Pss’
a is the probability after action a to 

change the state from s to s’,

Rss’
a is the corresponding reward

𝛾 is discount
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Temporal Difference Learning (TD)
Modification of Markov Decission Process

The agent initially knows only the possible states and actions, the information about the transition 
probabilities and rewards is not available

The agent uses an exploration policy—for example, a purely random policy—to explore the MDP

The TD Learning algorithm updates the estimates of the state values based on the transitions and 
rewards that are actually observed.

For each state, let’s look at the action that has the highest Q-Value:

This gives us the optimal policy for this MDP, when using a discount factor of
0.90: in state s  choose action a ; in state s  choose action a  (i.e., stay put); and
in state s  choose action a  (the only possible action). Interestingly, if we
increase the discount factor to 0.95, the optimal policy changes: in state s  the
best action becomes a  (go through the fire!). This makes sense because the
more you value future rewards, the more you are willing to put up with some
pain now for the promise of future bliss.

Temporal Difference Learning
Reinforcement Learning problems with discrete actions can often be modeled as
Markov decision processes, but the agent initially has no idea what the transition
probabilities are (it does not know T(s, a, s′)), and it does not know what the
rewards are going to be either (it does not know R(s, a, s′)). It must experience
each state and each transition at least once to know the rewards, and it must
experience them multiple times if it is to have a reasonable estimate of the
transition probabilities.

The Temporal Difference Learning (TD Learning) algorithm is very similar to
the Value Iteration algorithm, but tweaked to take into account the fact that the
agent has only partial knowledge of the MDP. In general we assume that the
agent initially knows only the possible states and actions, and nothing more. The
agent uses an exploration policy—for example, a purely random policy—to
explore the MDP, and as it progresses, the TD Learning algorithm updates the
estimates of the state values based on the transitions and rewards that are
actually observed (see Equation 18-4).

Equation 18-4. TD Learning algorithm
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where𝛼 is learning rate

r + γ · Vk (sʹ) is TD goal

δk (s, r, sʹ) is TD error.
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Q-learning, Q-learning with exploration
Instead of value function we use action value 
function. The transition probabilities and the 
rewards are initially unknown

Q-Learning works by watching an agent play 
(e.g., randomly) and gradually improving its 
estimates of the Q-Values.

Once it has accurate Q-Value estimates (or 
close enough), then the optimal policy is 
choosing the action that has the highest Q-
Value (i.e., the greedy policy).

Purely random strategies are usually slow. A 
better option is to use the ε-greedy policy: 
at each step it acts randomly with 
probability ε, or greedily with probability 1–
ε (i.e., choosing the action with the highest 
Q-Value).

Another possibility is to use exploration 
function and encourage actions that were 
not taken before

In this equation:

α is the learning rate (e.g., 0.01).

r + γ · V (s′) is called the TD target.

δ (s, r, s′) is called the TD error.

A more concise way of writing the first form of this equation is to use the
notation , which means a  ← (1 – α) · a  + α ·b . So, the first line of

Equation 18-4 can be rewritten like this: .

TIP
TD Learning has many similarities with Stochastic Gradient Descent, in particular the fact
that it handles one sample at a time. Moreover, just like Stochastic GD, it can only truly
converge if you gradually reduce the learning rate (otherwise it will keep bouncing around
the optimum Q-Values).

For each state s, this algorithm simply keeps track of a running average of the
immediate rewards the agent gets upon leaving that state, plus the rewards it
expects to get later (assuming it acts optimally).

Q-Learning
Similarly, the Q-Learning algorithm is an adaptation of the Q-Value Iteration
algorithm to the situation where the transition probabilities and the rewards are
initially unknown (see Equation 18-5). Q-Learning works by watching an agent
play (e.g., randomly) and gradually improving its estimates of the Q-Values.
Once it has accurate Q-Value estimates (or close enough), then the optimal
policy is choosing the action that has the highest Q-Value (i.e., the greedy
policy).

Equation 18-5. Q-Learning algorithm

k

k

k+1 k k

that it will spend more and more time exploring the interesting parts of the
environment, as the Q-Value estimates get better and better, while still spending
some time visiting unknown regions of the MDP. It is quite common to start
with a high value for ε (e.g., 1.0) and then gradually reduce it (e.g., down to
0.05).

Alternatively, rather than relying only on chance for exploration, another
approach is to encourage the exploration policy to try actions that it has not tried
much before. This can be implemented as a bonus added to the Q-Value
estimates, as shown in Equation 18-6.

Equation 18-6. Q-Learning using an exploration function

In this equation:

N(s′, a′) counts the number of times the action a′ was chosen in state s′.

f(Q, N) is an exploration function, such as f(Q, N) = Q + κ/(1 + N),
where κ is a curiosity hyperparameter that measures how much the
agent is attracted to the unknown.

Approximate Q-Learning and Deep Q-Learning
The main problem with Q-Learning is that it does not scale well to large (or
even medium) MDPs with many states and actions. For example, suppose you
wanted to use Q-Learning to train an agent to play Ms. Pac-Man (see Figure 18-
1). There are about 150 pellets that Ms. Pac-Man can eat, each of which can be
present or absent (i.e., already eaten). So, the number of possible states is greater
than 2  ≈ 10 . And if you add all the possible combinations of positions for
all the ghosts and Ms. Pac-Man, the number of possible states becomes larger
than the number of atoms in our planet, so there’s absolutely no way you can
keep track of an estimate for every single Q-Value.

The solution is to find a function  that approximates the Q-Value of any
state-action pair (s, a) using a manageable number of parameters (given by the
parameter vector θ). This is called Approximate Q-Learning. For years it was
recommended to use linear combinations of handcrafted features extracted from

150 45

where N(sʹ, aʹ) counts the chosen a’ in s’

f(Q, N) = Q + κ/(1 + N) is exploration function

k is curiosity hyperparameter
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Q-learning with approximation. Deep Q-
learning
Usually Q-learning does not work well for 
medium and big Markov processes

The main limitation comes from the storage of
Q-values in a table

Solutions: 

◦ Parametric approximation of Q , for example 
linear Q( s, a ) = w⊤ψ(s,a)

◦ Approximation using neural network

Update Q using backprop

Deep Q-learning: proposed by DeepMind in
2013 for the Atari games

Main technical innovation: store experience 
into a replay buffer, and perform Q-learning 
using stored experience 

Gains sample efficiency by separating 
environment interaction from optimization —
don’t need new experience for every SGD 
update! 

t ← r(st , at) + γmax
a

Q(st+1, a)

θ ← θ + α(t − Q(s, a))
∂Q

∂θ
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Policy Gradient vs. Q-Learning
Policy gradient and Q-learning use two very different choices of representation: 
policies and value functions 
Advantage of both methods: don’t need to model the environment 

POLICY GRADIENT

Pros

◦ Unbiased estimate of gradient of expected 
return

◦ Can handle a large space of actions (since you 

only need to sample one)

Cons

◦ High variance updates (implies poor sample 
efficiency) 

◦ Doesn’t do credit assignment 

Q-LEARNING

Pros

◦ Lower variance updates, more sample efficient 

◦ Does credit assignment

Cons

◦ Biased updates since Q function is approximate 

◦ Hard to handle many actions (since you need to 
take the max) 

R. Grosse and J. Ba
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RL Demo
Jupyter notebook, Aurélien Géron
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https://github.com/ageron/handson-ml2/blob/master/18_reinforcement_learning.ipynb


More Sources
Review articles

◦ Machine learning and the physical sciences, G.Carleo et al., Rev. Mod. Phys. 91, 045002 (2019)

◦ A high-bias, low-variance introduction to Machine Learning for Physicists, P. Mehta et al, Phys. Rep. 810 
(2019) 1-124

Online books

◦ Neural Networks and Deep Learning, Michael Nielsen

◦ The Principles of Deep Learning Theory, Daniel A. Roberts and Sho Yaida

◦ Mathematics for Machine Learning, Marc Peter Deisenroth, A. Aldo Faisal, and Cheng Soon Ong

◦ Artificial Intelligence: Foundations of Computational Agents, 2nd Edition, David L. Poole and Alan K. 
Mackworth

◦ Deep Learning, Ian Goodfellow and Yoshua Bengio and Aaron Courville
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https://doi.org/10.1103/RevModPhys.91.045002
https://doi.org/10.1016/j.physrep.2019.03.001
http://neuralnetworksanddeeplearning.com/
https://deeplearningtheory.com/PDLT.pdf
https://mml-book.github.io/
https://artint.info/2e/html/ArtInt2e.html
https://www.deeplearningbook.org/


More sources
Course

◦ Applying Machine Learning Methods to Astronomy, Benjamin Moster

Conference
◦ CosmoStat

Popular articles (mainly from Quanta Magazine)
◦ Foundations Built for a General Theory of Neural Networks, January 31, 2019

◦ How Artificial Intelligence Is Changing Science, March 11, 2019

◦ Artificial Intelligence Takes On Earthquake Prediction, September 19, 2019

◦ An Idea From Physics Helps AI See in Higher Dimensions, January 9, 2020

◦ Symbolic Mathematics Finally Yields to Neural Networks, May 20, 2020

◦ Latest Neural Nets Solve World’s Hardest Equations Faster Than Ever Before, April 19, 2021

◦ AI “Magic” Just Removed One of the Biggest Roadblocks in Astrophysics, May 8, 2021

PETER.HRISTOV AT CERN.CH 97

https://www.usm.lmu.de/people/moster/Teaching/AI2020.html
http://www.cosmostat.org/events/learning-in-astrophysics-2021
https://www.quantamagazine.org/
https://www.quantamagazine.org/foundations-built-for-a-general-theory-of-neural-networks-20190131/
https://www.quantamagazine.org/how-artificial-intelligence-is-changing-science-20190311/
https://www.quantamagazine.org/artificial-intelligence-takes-on-earthquake-prediction-20190919/
https://www.quantamagazine.org/an-idea-from-physics-helps-ai-see-in-higher-dimensions-20200109/
https://www.quantamagazine.org/symbolic-mathematics-finally-yields-to-neural-networks-20200520/
https://www.quantamagazine.org/new-neural-networks-solve-hardest-equations-faster-than-ever-20210419/
https://scitechdaily.com/ai-magic-just-removed-one-of-the-biggest-roadblocks-in-astrophysics/


PETER.HRISTOV AT CERN.CH 98

Many thanks to the authors of the original lectures, articles  and 

books that I have used in these slides!

Many thanks to the participants for the interesting questions and

discussions!

I wish you successful application of the Machine Learning methods 

in your studies and research!


